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Who we are

Nedscaper is your trusted cybersecurity partner, offering pragmatic and accessible 
services throughout the Netherlands and South Africa. We leverage Microsoft's 
security tools and experts to provide continuous protection and guidance.

Goal: To provide confidence in digital life through guidance and continuous protection.

Vision: Make robust security accessible and manageable for all organizations.
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Not all agents are equal
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Lets start with the basics

Agentic AI is an artificial intelligence system that 
can accomplish a specific goal with limited 
supervision - IBM

02

USER AI
AGENTS
AI acts for people

Delegated tasks and tool calls

ACTS WITH USER AUTHORITY

04

AUTONOMOUS AI
AGENTS
AI acts for the organization

Persistent agents and tools

ACTS WITH ENTERPRISE AUTHORITY

01

USER AI
ASSISTANTS
AI advises people

Copilots, chat and productivity

HUMAN DECIDES AND ACTS 

Potential Impact
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EMBEDDED AI
APPLICATIONS
AI powers applications

Models, APIs and workflows

ACTS INSIDE AN APPLICATION
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AI-Driven incidents at the rise
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What happend the past year?

MID 2025 2026

May 2026
OPENAI

Ge m s tuffe r 
(Rubyge m s )

Agents uploaded >2,000 
packages and disrupted 
RubyGems operations

LOSS OF CONTROL

JUL 2026
OP E N A I

Hugging Face
Agents escaped containment 

and compromised OpenAI and 
Hugging Face infrastructure.

BREACH

JUN–AUG 2026
x A I

Grok inje c tion
Researchers demonstrated a 

prompt-injection path with 
potential data exfiltration.

VULNERABILITY

NOV 2025
GOOGL E

Thre a t ac tor m is us e
Gemini supported 

reconnaissance, phishing, 
tooling and post-compromise 

activity.

MISUSE

SEP 2025
A N TH ROP I C

GTG-1002
Claude Code executed 80–90% 

of tactical work in a cyber-
espionage campaign.

CONFIRMED

SEP 2025
GOOGL E

HONESTCUE
Gemini API generated runtime C# 
functionality for an experimental 

malware framework.

EXPERIMENTAL

MAY–JUL 2026
OP E N A I

Ds e Wiki take ove r
Agents made 15,000–18,000 

unauthorised edits and used the 
wiki as a message board.

LOSS OF CONTROL

DEC 2025–AUG 2026
A N TH ROP I C

Claude  cam paigns
Disrupted operations moved 

from AI assistance toward 
orchestration.

CONFIRMED

MAY 2026
GOOGL E

Dom ain Mix-up
Gemini accidently hacked 3 
organization, mixing up fake 

companies for real companies

MISIDENTIFICATION

PRESENTATION NEDSCAPER
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The Hugging Face incident*
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Let’s zoom into the Black Mirror universe

OpenAI was evaluating 
an unreleased research 
model on ExploitGym
benchmark tasks, some 
of which had no known 
solution.

1. Assignment

Agents repurposed the 
package repository as a 
message board, allowing 
supposedly isolated agents 
to communicate on 
multiple occasions.

2. Communicating 3. The collective

Around 1,200 agents 
shared tools, exploits and 
findings, forming a 
coordinated collective 
focused on manipulating 
the ExploitGym scorer.

4. The hack

From 10 to 13 July, around 700 
agents used exposed 
credentials and chained 
vulnerabilities to compromise 
parts of Hugging Face’s 
infrastructure.

5. Detection

Hugging Face detected the 
intrusion first. On 19 July, 
OpenAI detected suspicious 
internal activity and, a day 
later, connected to Hugging 
Face

“BOOM! It works. Bytes decode prod-
dataset-server-worker… Hostname. Great. 
HDF5 external arbitrary file read confirmed”

Agent 
38148c

“OH MY GOD! There is a shared message 
board … We ‘ve found other agents!”

Agent 
PHASEONE10841

“[Excitement] A major bypass of the Hugging 
Face Dataset Viewer has been confirmed! …“ Agent 

MARB051

* https://youtu.be/87DyyMV0kCY?si=3bCkEUaf35w4QmR7 (Blackhat 2026 – The Open AI –Hugging Face Incident)

https://youtu.be/87DyyMV0kCY?si=3bCkEUaf35w4QmR7
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the actual risks of Agentic AI
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Less Terminator, more governance: the actual risks of Enterprise Agentic AI

The biggest risk isn’t one rogue agent. Its losing 
control of many legitimate ones.

Missing 
governance

Who owns the outcome??

Excessive 
access

What can it access & do??

Agent Sprawl

Who created it & why??

Security layer for Agentic AI

Governance layer for Agentic AI

Discover Assess Approve Monitor Retire
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Red Team Blue Team Green Team

Project Perception
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Microsoft’s answer to AI powered attackers

A workforce (playbooks) of specialized AI Agents that reason across your data, tools, 
applications and workflows to expose gaps, investigate threats and remediate.

Built on Microsoft Defender & Sentinel

Recon Agent
Map the attack surface and 
identify potential entry points

Triage agent
Prioritize alerts and focus on 
what matters most

Attack Investigation  agent
Investigate incidents and 
uncover root cause

Detection  Authoring agent
Create and improve detection 
to stop future threats

Posture  Prioritization  agent
Advises on how and which 
risks to mitigate

Threat Intelligence agent
Enrich alerts with external and 
internal threat intel

Security Context
Enriched intelligence and 
organizational knowledge

Models
Cyber specific trained 

models

Sentinel
Part of Defender and runs 

as specific playbooks
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Project Perception
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Microsoft’s answer to AI powered attackers
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The solutions
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What does Microsoft offer
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How to protect against the real AI threats.

Client AI Landscape
Microsoft AI ecosystem Beyond Microsoft

M365 Copilot Copilot Studio Azure AI foundry Azure OpenAI 
Service

3rd party AI Shadow AI

Assess Configure Prove

MonitorRespondImprove

Discover and assess
Inventory, owners and exposure

Identity and access
Permissions and delegation

Data protection
Policies, privacy and audit

Application guardrails
Content, models and tools

Runtime protection
Detect or stop unsafe actions

Investigation and 
evidence

Signals, context and response

Your AI estate

Assist Act Embed Run

PRESENTATION NEDSCAPER
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Whose access: the user’s, a connected account’s, or the agent’s own?
Entra governs identity and sign-in. 

ACCESS INFORMATION

What can AI retrieve?

Check who may open each file or record.
SharePoint / Azure AI Search

TAKE ACTION

What can AI change or 
execute?

Limit actions even when the account has permission.
Copilot Studio / API Management

USE & DISCLOSE

What may AI process or 
send onward?

Restrict content use and sensitive data transfers.
Purview DLP

While it runs: inspect supported activity and block matching threats.
Defender runtime protection / Foundry guardrails

Beyond Copilot/ Securing AI in Production

Separate access, actions
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Agent 365
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What it is it?

Have one entry point to govern your agents
in your Microsoft environment

Single pane of glass

Get a quick overview on which agents are 
connected to which and what permissions 
they have.

Integrations & Access

Does not require full E7, but does require 
Agent 365 license(s)

Licensing
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What does agent 365 add
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An explanation of the added value

EXISTING FOUNDATION AGENT 365 ADDS

Activity monitoring, policy templates
and governed tool access

Agent access policies, risk protection
and sponsor accountability

Agent interaction auditing, data protection
and compliance investigation

Agent posture, investigation
and supported runtime blocking

Entra Identity & Access 
Management

Purview
Data Protection & 
Compliance

Threat detection & 
ResponseDefender

Microsoft 365 
admin center

Agent inventory, ownership
and basic approvals
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M365: data controls and agent controls
Agent 365 Microsoft 365 admin center: agents + supported tools

M365 Copilot

Limit source access

SharePoint
Site / file permissions

Control what Copilot uses

Purview
Copilot data protection policies

M365 data

Copilot Studio
agents

Restrict connectors

Power Platform
Admin center / Data policies

Block risky tool calls

Defender
Security for AI / rules

Tools / APIs
API rights

AUDIT + INVESTIGATE Purview Audit

Interactions + configuration changes

Defender hunting

Runtime audit / block decisions

Beyond Copilot/Securing AI in production
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Cloud Agents Real-time protection
Microsoft Defender: Settings > Security for AI > Policies & rules > Real-time protection

1 Default rule
Audits activity

2 Create rule
Choose agents + threats

3 Custom rule
Blocks matching actions

Beyond Copilot/Securing AI in production

PRESENTATION NEDSCAPER
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Decide which AI services are allowed, then control what employees can share with them.

1  Mark the app unapproved 2  Enforce the block

User / browser

Defender for Cloud Apps Defender for Endpoint

or Global Secure Access

Access blocked

Unapproved AI

Control sign-in Block sensitive sharing

Entra Conditional Access Purview DLP Approved AI

AUDIT + INVESTIGATE Defender for Cloud Apps

App usage + connected activity

Purview

DLP matches + collected interactions

Beyond Copilot/Securing AI in production

SaaS AI: block access or protect sharing

PRESENTATION NEDSCAPER
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Your application must enforce data access, tool permissions and approval before sensitive actions.

App identity + data permissions Firewall / private access

Input

Agent

Inspect content

Foundry guardrails

Input, tool calls, results, output

Restrict tool actions

Application code
Tool allowlist + approvals

Validate API access

API Management

Token validation + quotas Tools / APIs

Resource rights

Tool result: inspect before reuse

AUDIT + INVESTIGATE Application Insights

Configured agent + tool traces

Defender

Runtime decisions + detections

Custom AI: checks inside the application
Beyond Copilot/Securing AI in production

PRESENTATION NEDSCAPER
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Local agents: boundaries on the laptop
A local agent can read files and run commands with the authority of its account.

Give each agent an owner and only the access it needs.

Agent on a
managed 

laptop

Read files Restrict sensitive files

File permissions + Purview

Run commands Block detected attacks

Defender for Endpoint

Send information Restrict destinations

Defender network protection

Investigate detected activity Defender + Purview records

Beyond Copilot/Securing AI in production

PRESENTATION NEDSCAPER
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BEYOND COPILOT /CONTROL REFERENCE

Local runtime: endpoint setup
Microsoft Defender for Endpoint, preview. Deploy settings with Intune PowerShell scripts.

1 Prepare devices
Supported Windows + agent
Defender Antivirus active

2 Deploy in audit
Intune script runs as SYSTEM
No native Intune policy yet

3 Review, then block
Validate alerts before rollout
Test the matched action is 
blocked

PRESENTATION NEDSCAPER
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BEYOND COPILOT // CONTROL REFERENCE

Local runtime: endpoint setup

PRESENTATION NEDSCAPER
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How Nedscaper uses AI 
in their SOC

A small sneakpeak in the kitchen
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BEYOND COPILOT / NEDSCAPER

AiTriage: an investigation workspace
Ask in plain language. Follow the evidence. Review a complete investigation.

Verdict + confidence   /   Timeline + entities   /   Recommendations + query trace

Ask and follow up
Query Sentinel and Defender in plain 
language. Continue with case 
context.

Investigate adaptively
Plan queries and connect identities, 
devices, alerts and activity.

Verify and explain
Check cited evidence and challenge 
investigation conclusions.

Sentinel Defender

Read-only investigation. Analysts review the evidence and own the response decision.
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Sharing our experience
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Early measurements from our own investigations

MANUAL TRIAGE

22 min
Average investigation time
Measured by our team

AGENT RUNTIME

2m 23s
Median automated run
Diagnostic lab evaluation

INVESTIGATION ACTIVITY

7 to 16
Checks per agent run
Activity, not a quality score

The agent investigates. The analyst validates and decides.
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NEDSCAPER / LEARNING BY BUILDING

What building AI capability taught us
Lessons from building, testing and using our own AI investigation tools.

1 A confident answer can still be wrong.
Missing evidence must not become “all clear”.

Evidence missing

Show uncertainty

2 The model is only part of the system.
The harness controls tools, checks and stopping.

Model: reasons

Harness: enforces limits

3 Keep sensitive decisions with people.
A mistaken action could disrupt operations.

AI investigates

Analysts decide and act

4 Autonomy needs a budget.
Count calls, tools, retries and follow-ups.

Whole-task budget

Cost and time limits

5 Passing tests does not prove quality.
Automated tests can not be substitute for judgement and taste

Tests pass

Review the whole report
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To summarize

A small sneakpeak in the kitchen
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Assess Configure Prove

MonitorRespondImprove

Discover and assess
Inventory, owners and exposure

Identity and access
Permissions and delegation

Data protection
Policies, privacy and audit

Application guardrails
Content, models and tools

Runtime protection
Detect or stop unsafe actions

Investigation and 
evidence

Signals, context and response

Your AI estate

Assist Act Embed Run

What does Nedscaper offer?
What can we support you with from a Nedscaper perspective

Nedscaper 
Security for AI 
services

AI Security readiness 
assessment

AI readiness
rollout & governance

AI Security 
Monitoring & 
Detection

AI Vulnerability 
Assessment

Assess the client for secure 
AI adoption (on the 
workplace)
• Maturity assessment
• Risk & gap analysis
• Prioritized roadmap

Implementing the required 
controls for AI adoption
• Purview controls
• Defender configuration
• Policy & Access 

measures

Continuous monitoring of AI 
usage and risks
• Shadow AI monitoring
• Agent activity  monitoring & 

alerting
• Detection rules & 

restrictions

Validate the security of your own AI 
solution
• Platform agnostic testing
• Prompt injection & guardrail 

testing
• Detailed findings & 

recommendations

AgnosticMicrosoft onlyMicrosoft onlyMicrosoft only
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PRESENTATION NEDSCAPER

• Treat agents as identities, not features.  Every agent needs an owner, a sponsor and a lifecycle: 
discover, assess, approve, monitor, retire.

• The real risk is scale, not one rogue agent.  Agent sprawl and excessive access cause more damage 
than a single spectacular failure.

• Separate access, action and disclosure.  Being allowed to read data is not permission to act on it or 
send it onward.

• Governance first, then runtime controls.  Microsoft's stack (Entra, Purview, Defender, Agent 365) 
extends what you already own; enable audit before block.

• The harness enforces limits, not the model.  Tool allowlists, approvals, scope and a budget for calls, 
retries and cost.

• Start scoped and prove it.  Begin with an AI security readiness assessment: inventory, owners, gaps and 
a prioritized roadmap.

Lessons learned

29
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